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Introduction

The world’s accumulation of data grows by leaps and bounds, and is maintained in a multitude of formats and storage systems.  Many computer systems have evolved in recent history that also encompass a wide range of architectures and processing systems.  How then to bridge this pool of diverse information transmission?   The JDBC Application Program Interface makes it possible for virtually any platform to run any data source via a Java Virtual Machine, easing the dissemination of information throughout the world.

"The first standardized work on Java-DBMS connectivity appears in a draft specification known as the Java Database Connectivity (JDBC) Application Programming Interface (API) specification," released March 8, 1996.6  JDBC is based on the Open Group (formerly X/Open) SQL Call Level Interface, which was also the foundation for Microsoft’s Open Database Connectivity (ODBC).  JDBC API is made up of Java classes and interfaces that are especially designed to connect to a database and communicate with that database via queries.  JDBC code does not vary with differing databases, but is processed by different drivers in an assortment of architectures that vary with the type of database and the needs of the individuals or organizations accessing them.  The various drivers allow JDBC to establish a connection with a data source, communicate by sending queries to the database, receiving the results of those queries, and to process the result that is returned from the query.  
Benefits

JDBC, with the help of the correct driver, can access any database or other tabular data.  The beauty of JDBC is that, like Java, it provides universal data access by allowing platform independence.  JDBC is not database specific, which means that it can simultaneously link to an Oracle, Sybase, DB2, Informix, or any form of tabular data provided the right driver.  This offers businesses the ability use one common technology to link their legacy systems.

JDBC has all the advantages that come with Java programming, including portability.  Any computer that has a Java Virtual Machine will be able to use JDBC.  Unlike other programming languages that compile code into machine specific language, Java has a hybrid compiler that produces Java Byte Code.  This code is translated by the Java Virtual Machine, which is so compact that it can be embedded easily into a web browser.  It also carries over characteristics of organization, syntax, mechanics, and construction from Java.  Other advantages include strong support for GUI interfaces, code reusage, multiple threads, abstraction, inheritance, encapsulation, polymorphism and exception handling. The “write once and run anywhere” motto for Java is even more true when used in combination with the JDBC API.  The Java programming language gives JDBC the portability and robustness that has made it a premier choice in database connectivity.  Java was designed with networking systems in mind, making JDBC an ideal candidate for client/server computing.  Also, since Java Applets are already widely available, it is possible for users to send SQL queries via the GUI interface to the JDBC API to access information from a database that sits on a client or on a remote server.1
Comparison to ODBC

The design for JDBC was based on ODBC technology, making it relatively easy for anyone familiar with ODBC to convert to using JDBC.  ODBC continues to be the de-facto standard in database connectivity, mainly because of its heavy support by Microsoft and the widespread use of the Windows environment.  

JDBC offers some distinct advantages over ODBC, however, and with the growth of web-based industries JDBC and related technologies may grow in its appeal.  ODBC was originally written in C, which limits its ability to interact fully with the Java programming language.  Java does not support pointers, which are used heavily in the source code of ODBC.  This discrepancy would create a problem any time there is no direct translation from C to Java.  Also, since Java has its own automatic garbage collection, the programmer does not have to worry about memory management.  

ODBC has a tendency to mix its more advanced features with the simpler ones, requiring programmers to become experts in order to use any ODBC functionality.  ODBC’s complexity has led to the failure of its transactions outside of the Windows environment.  JDBC, on the other hand, was designed to be simple, while allowing more advanced capabilities when they are needed. 

Furthermore, ODBC requires that its driver manager and drivers be installed on each client machine that uses the technology, whereas JDBC code, when combined with appropriate drivers, is automatically installable, portable, and secure on all Java platforms.  Finally, ODBC has no actual certification for ODBC compliance, but JavaSoft has defined a conformance test to check for JDBC compliance.

Varying Architectures

The JDBC API supports a variety of two-tier and three-tier architectures.  The two-tier architecture is a client/server arrangement in which the user’s machine, the client, may contain both presentation and business logic, and the server contains the data storage.  The only requirement for this scenario is that the correct driver be installed on the client machine to communicate with the specified data source. 

    [image: image1.png]



In three-tier architectures, calls are sent to some form of middleware, which then forwards the commands to the data source.  The data source returns the result of the call back through the middle tier to the client machine.  The middle tier helps the DBA control access to the data source by being able to restrict who has the ability to update the data source.  Web-based applications are examples of typical three-tier architectures.  The client machine handles presentation via an applet or browser, an application server manages business logic, and another server contains the data storage and access protocols.  In the past, the middle tier was usually written in C or C++.  As more companies adopt Java as the language for their server code, the JDBC API is being used more in the middle tier of three-tier architectures.

JDBC and SQL

Although ANSI SQL-92 is supposed to be the standard for SQL coding, there are still many databases that have their own proprietary tricks in SQL.  Since SQL is not standard across different database systems, it is difficult to find one API that can communicate with all of them.  This has contributed to the popularity of JDBC, as it does not restrict the commands that are sent to the database.  It allows "any query string to be passed through to an underlying DBMS driver."1  Although this increases the possibility of causing an error, it also allows the advanced functionality of a database to be exploited.  JDBC also provides an interface called DatabaseMetaData that documents information about each DBMS so that the application can adapt to the unique requirements and capabilities of the DBMS.
Drivers

JDBC is merely an API and driver manager and requires the assistance of drivers that perform the actual communication with the database.  JavaSoft has defined four types of drivers for use with JDBC.  They are:

· Type 1: JDBC-ODBC Bridge

· Type 2: Native API / partly Java driver

· Type 3: Net protocol / all Java driver

· Type 4: Native Protocol / all Java driver

Type 1, the JDBC-ODBC Bridge, provides JDBC connectivity via an ODBC API that performs the actual database access.  Type 1 drivers were developed to take advantage of the widespread use of ODBC drivers, which were available for use with most popular databases, and already installed on many systems.  As the other types of drivers are introduced into the market, Type 1 drivers are becoming less popular because of overhead and performance issues.  The ODBC driver and database specific client code must be installed on each client machine, creating deployment problems similar to those of traditional applications.  Performance also suffers with this type of driver, as each call must go from JDBC, through the bridge, the ODBC driver and the native interface to reach the database, and return back through the same tangle of connections.  This type of driver is therefore not practical for large-scale applications.

Type 2, Native API / partly Java drivers provide an interface, which is written partially in Java and partially in C/C++, so that it can communicate with the vendor-supplied libraries that translates the JDBC calls into the specific DBMS query language.  Type 2 drivers offer much better performance than Type 1 drivers, as they eliminate the translation at the ODBC layer.  They still have a great deal of overhead in the form of vendor code that must be installed on each client machine, causing similar software maintenance and portability problems.  Since the use of Type 2 drivers requires vendor-specific software to be installed on each client machine, it cannot be used for the Internet.

Type 3, Net protocol / all Java drivers translate JDBC calls into a database independent network protocol, which is then translated into DBMS-specific calls by a server.  This is a three-tier architecture in which the JDBC driver uses sockets that call a middleware server application, which in turn interprets the request into an API specific to the database being accessed.  The middle tier can connect multiple all-Java clients to many different databases.  Type 3 drivers require no vendor code to be installed on the client, making them versatile enough for use in intranets.  Since many Type 3 drivers also address access through firewalls and other security issues, they are the best choice for use over the Internet.

Type 4, Native Protocol / all Java drivers convert JDBC calls directly into the network protocols used by the database.  They are implemented completely in Java, thereby eliminating platform dependency and deployment administration problems.  Type 4 drivers are very specific to one database, may invoke protocols that are proprietary in nature, and are therefore most often acquired directly from the database vendor.  Since Type 4 drivers are geared specifically to one database they offer the best performance, and are preferred for some intranets and projects where performance issues outweigh security concerns.  Their obvious disadvantage is that the client would need a different driver for each database being accessed.
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Figure 2: Configuration of Four Types of JDBC Drivers





Basic Syntax

The basic syntax for using Java and JDBC to access a data source is fairly straightforward.   Just like AWT in regard to graphical user interface, Java has already provided the main classes one would need to interact with a data source.  The Java Developer Kit (JDK) includes all of the original JDBC classes in the java.sql.* package.  Just like in other Java programs, the appropriate classes for the application need to be imported from the core Java package:

import java.sql.Connection;

import java.sql.DriverManager;

import java.sql.SQLException;

Obviously, all of the following statements would generally be written within the appropriate enclosing class.  However, here we will just show some of the basic syntax.  In Java, a Connection object denotes a connection with a database.

Connection connection_name = DriverManager.getConnection(url, user_id, password);

The DriverManager.getConnection method takes 3 strings and tells DriverManager class to search its list of registered drivers for the appropriate driver to connect to the data source specified by the given URL.  If a database does not require a user name or password, these are passed as empty strings.  Alternatively, one also has the option of calling the Driver methods directly by calling the Class.forName(driver) method, which takes a string.  The URL provided in order to connect to the database is made up of three parts.  The syntax for this URL is as follows: <protocol>:<subprotocol>:<subname>. In this case, the protocol is jdbc.  The subprotocol is the name of the driver or database connectivity mechanism being used.  A common subprotocol would be odbc.  The subname is the path used to locate the data source.

In order to start writing queries, one has to create a statement object.  

Statement statement_name = connection_name.createStatement();

The createStatement method takes no parameters and is used for simple SQL statements.  There are two other methods, one called prepareStatement which is used for statements that are executed frequently and one called prepareCall which is used to call a stored procedure.2  The Statement objects also support update statements and query statements.

ResultSet resultset_name = statement_name.executeQuery(statement_string);

This is a line of code that creates a query statement.  The executeQuery method takes a string and returns the result to the query as a ResultSet object.

int int_name = statement_name.executeUpdate(statement_string);

The method executeUpdate takes a string that represents the update query and returns an integer representing the number of rows updated.

Some other techniques one needs to learn for writing Java JDBC code would be how to process the resultSet by reading the data into Java variables and also how to use try-catch blocks to make sure that that the commands sent to the database do not lead to a melt-down of the system.  Errors in database access are handled through the SQLException class, which extends the general java.lang.Exception class.  Also, it is always a good idea to close objects after they are no longer in use.  The Connection, Statement, and ResultSet classes all have close methods.

Conclusion

Since Java is so highly extensible and easily upgraded, it is very easy to add improved functionality to JDBC.  For instance, JDBC 2.0 includes improvements for connection pooling, distributed transactions, scrollable cursors, new data types, batch updates and row sets.  "Top commercial database vendors like Oracle, IBM, Sybase, SAS, and Borland have been taking a careful look at the Java-DBMS integration methodology."6  Commercial vendors are battling for market position in database application programming.  "The major DBMS vendors also support at least one standard API but . . . the push by Informix, IBM, and Oracle into object-relational technology, and by Microsoft into OLAP, means that data access APIs are not in a steady state."10  Microsoft and JavaSoft both want to move away from ODBC.  However, it is not clear as to where programmers will actually go.  Microsoft would like to have developers start using Microsoft Universal Data Access (UDA), which is comprised of Open Database Connectivity (ODBC), Object Linking and Embedding Database (OLE DB), and ActiveX Data Objects (ADO).  On the other hand, JavaSoft would like developers to migrate toward JDBC.  Some factors that may influence the choice of APIs include preference of programming language, architecture, database structure and the nature of the data.10  Although students are learning Java in the classroom, Java is still considered as the language of the future to most database administrators who have become very familiar with thinking in terms of relational databases.  Right now ODBC seems to be an industry standard, but as more database technology moves to the web JDBC may become the solution of choice because of its flexibility and endless possibilities.
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